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Appendix 3.06.6 Artificial Intelligence (AI) 
Decision Support Systems are an older device for helping to support decisions used for all sorts 
of esoteric statistical, econometric and optimisation processes such as mathematical 
programming. Originally, there was specialised financial modelling software but this has been 
taken over by spreadsheets. Originally Lotus 1-2-3 gave way to Excel and now increasingly 
Google’s Spreadsheets. 

Elements of AI 
The battle 
The big battle with Artificial Intelligence systems is whether there should be one giant 
generalised  AI system capable of doing everything (or a series of them) or whether we have 
more specialised AI systems. Google/Deep Mind are in favour one all powerful generalised AI 
system. Elon Musk (Tesla, Space X among others) was an initial investor into Google’s Deep 
Mind, but was alarmed and left Deep Mind – which is now 100% owned by Alphabet (Google’s 
parent since 2014).  

In December 2015, Musk announced the creation of OpenAI, a not-for-profit artificial 
intelligence research company. OpenAI aims to develop artificial general intelligence in a way 
that is safe and beneficial to humanity.  By making AI available to everyone, OpenAI wants to 
‘counteract large corporations who may gain too much power by owning super-intelligence 
systems devoted to profits, as well as governments which may use AI to gain power and even 
oppress their citizenry’. Musk has stated he wants to counteract the concentration of power. In 
2018 Musk left the OpenAI board to avoid ‘potential future conflict’ with his role as CEO of 
Tesla as Tesla increasingly becomes involved in AI. The type of AI in Tesla cars or Google’s 
Waymo, or Uber’s self-driving car systems (currently these are some of the most advanced 
autonomous intelligent driving systems), is an example of a narrow, specialised AI system.  

Definitions 
AI is not so much the application of human reasoning techniques to machines. We believe that 
this is the wrong way to look at it. There are at least three basic core components that define 
the totality of artificial intelligence and expert decisions and the lesser intelligent knowledge 
based systems. Traditionally such systems have been defined knowledge base, databases and 
database management systems, inference engines, user interface and a knowledge acquisition 
component. But that can be broken down to: 

1) Systems which implement decision rules based on some type of data input.
2) As above but the system interacts with some sort of dynamic database in order to make

a decision. The decision rules may be modified over time by the new data.
3) Machine learning systems. As above but with the true capability of the decision rules

learning from past mistakes or success. In this case there has to be some feedback
mechanism to report back on past decisions.

Sometimes AI systems are broken down into a) narrower specialised systems (such as 
driverless cars as above) or b) generalised AI systems. Narrower AI is what we see all around 
us in computers today: intelligent systems that have been taught or learned, how to carry out 
specific tasks without being explicitly programmed how to do so. Your fridge may be 
automatically filled without human interaction. Products are bought, meals cooked before any 
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human decision is made. Entertainment is automatically served. Holidays automatically 
booked. Tickets to events and concerts automatically booked. 
 
Generalised AI systems are very different and mimic a type of adaptable intellect found in 
humans, a flexible form of intelligence capable of learning how to carry out vastly different 
tasks. Except they are specialised in everything. There is nothing they cannot do. There is 
always an element of machine learning where a computer system is fed large amounts of data, 
which it then uses to learn how to carry out a specific tasks. 
 
Machine learning 
Machine learning is the vital part of AI that often uses algorithms to enable computers the 
ability to "learn" – that means to progressively improve performance on a specific task -without 
being explicitly programmed. 
 
Key to the process of machine learning are neural networks. These are brain-inspired networks 
of interconnected layers of algorithms, called neurons, that feed data into each other, and which 
can be trained to carry out specific tasks by modifying the importance attributed to input data 
as it passes between the layers. During training of these neural networks, the weights attached 
to different inputs will continue to be varied until the output from the neural network is very 
close to what is desired, at which point the network will have 'learned' how to carry out a 
particular task. 
 
A subset of machine learning is deep learning, where neural networks are expanded into 
sprawling networks with a huge number of layers that are trained using massive amounts of 
data. Remember that a neural net is a function of a bunch of weights.  By adjusting the weights, 
you can make the function behave differently. The machine learning works by doing the same 
operation million or billions of times until it gets closer to the ideal or winning situation. One 
can see how this works for self-driving cars – you let the system drive for months on end and 
the degree of intervention by a human driver will gradually tail off. More difficult to see how 
this would apply to auditing, nonetheless we believe it will – just that the mathematics of the 
algorithm is more like the human brain including a degree of fuzziness and intuition.  
 
Backpropagation 
This is one of two techniques used to refine the weights in a neural network. Backpropagation 
is a technique to improve neural network's accuracy. The backpropagation algorithm is used to 
find a local minimum of the error function. The network is initialised with randomly chosen 
weights. The gradient of the error function is computed and used to correct the initial weights. 
For example he backpropagation algorithm can work by passing an input through forwards the 
neural network, comparing the result to the "ideal" result, and updating all the nodes from 
output to input to bring the output for that particular input closer to the ideal.  
 
Learning process 
There are methods of learning which requrie what is known as supervised learning. It is called 
supervised learning because the process of an algorithm learning from the training dataset can 
be thought of as a teacher supervising the learning process. We know the correct answers, the 
algorithm iteratively makes predictions on the training data and is corrected by the teacher. 
Learning stops when the algorithm achieves an acceptable level of performance. 
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Reinforcement learning 
Reinforcement learning refers to goal-oriented algorithms, which learn how to attain a complex 
objective or to  maximise along a particular dimension over many steps; for example, maximize 
the points won in a game over many moves. They can start from a blank slate, and under the 
right conditions it is claimed that they can achieve superhuman performance. One reference1 
explain in in this way: it is like a child incentivised by spankings and candy, these algorithms 
are penalised when they make the wrong decisions and rewarded when they make the right 
ones – this is reinforcement. It was a reinforcement algorithms that beat world champions at 
the game of Go. While that may sound trivial, it is an improvement over their previous 
accomplishments, and the state of the art is progressing rapidly. 
 
Neuroevolution 
Of course the real benefit of advanced AI techniques is to use vast layers of neural networks 
with backpropagation and reinforcement learning. Then the next technique is for AI systems 
to be self-programming – avoiding the need of any human intervention. Evolutionary 
computation is the process effectively using AI to help build AI. This use of evolutionary 
algorithms to optimise neural networks is called neuroevolution, and could have an important 
role to play in helping design efficient AI as the use of intelligent systems becomes more 
prevalent. Deep Mind (Alphabet/Google) uses many hundreds of layers of neural networks to 
facilitate fast learning.  Google and Microsoft, have moved to using specialised chips tailored 
to both running, and training, machine-learning AI systems.  
 
Whatever one has read about the speed of AI systems coming into mainstream, think again. 
Some studies say that it will evolve slowly2 , but we disagree. We believe the speed with which 
AI will become commonplace by 2030 will be great. Accounting, financial and auditing are 
prime suspects for their application. (Think of the complexity of IFRS and it is becoming more 
complex. The think again about the 24 volumes or so of the new FCA handbook).  
 
Google's Tensor Processing Unit (TPU) accelerates the rate at which useful machine-learning 
models built using Google's TensorFlow software library can infer information from data, as 
well as the rate at which they can be trained.  
 
  

                                                 
1 https://deeplearning4j.org/deepreinforcementlearning 
2 Stannford’s University  
One Hundred Year Study on Artificial Intelligence (AI100) 
https://ai100.stanford.edu/ 
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Ethical considerations 
As noted by Elon Musk, there are ethical considerations. The Generalised AI would have one 
giant computer system or a series of intercommunicating systems to do all the decision making 
and work for just about everyone, with the ability to build and programme itself and to learn 
virtually anything – even beyond human thoughts. There would be no limits to its power. Musk 
argues that regulation of such systems is vital and governments must be proactive in their 
regulation.3 So ethical systems will come to the forefront.  
 
The alternative is the more narrow AI systems (but probably with machine learning) that are 
designed and teach themselves to concentrate on specific tasks. All of these are in some way 
being increasingly used in business but may not have a significant impact on reporting. That 
cannot be said of auditing. How does one comprehensively audit a complex AI system? 
 
There are some common trends though: 

 The movement towards conversational interfaces will accelerate. 
 The concept of AI systems learning and programming themselves will gradually 

become accepted. 
 Eventually we will accept the notion that AI systems talk to each other. 
 Ethical considerations will start to become central. 
 The issues of AI systems compromising themselves, of having an imbedded bias will 

start to grow. 
 Maximising the economic return from AI systems will become more important. 

 
 
 
 
 
 
  

                                                 
3 http://fortune.com/2017/07/15/elon-musk-artificial-intelligence-2/ 
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AI and the Big Four 
All the Big Four have various AI systems. Before you dismiss such claims think of the common 
objective of the big accounting/auditing firms. It is to make a profit. Then think of AI systems 
becoming increasingly cheap through the use of Alphabet/Google and other open source AI 
modules as part of their overall makeup, making AI systems more affordable.  Of course, the 
each of the Big Four will each say their AI system has a special characteristic and is better. 
However, one possibility is that the AI Auditor system if sufficiently cheap, may rob the Big 
Four of their scale advantages. Perhaps unlikely but still a possibility… 
 
Whatever we say about the current state or use of AI by the Big Four will be out of date. KPMG 
has their advanced AI package called Ignite. Deloitte partnered with Kira systems. All Big Four 
have or are using IBM’s Watson AI package. Legal contracts seem to be a well endowed with 
AI systems. PwC is experimenting with autonomous drones, and as its mantra goes, ‘AI will 
become part of PwC’s DNA’.  Deloitte has raised the concept of robotics for audits.  
 
Gilly Lord, head of audit strategy and transformation at the firm, talked about PwC’a use of 
machine learning to audit journals. This is what two senior members of the Big Four have 
publicly said: 
 

We’ve not told it what to look out for, such as journals posted on a Saturday night or 
unusual amounts or unusual account combinations. 
‘The more journals and the bigger population you feed it, the better it gets at 
identifying what is a real anomaly.’ 
One of Lord’s colleagues piloted the machine learning in parallel with the regular 
human investigation of the data analysed on a recent audit. The results, she says, were 
fascinating. ‘The machine is identifying fewer anomalies for investigation – but it 
turned out that these were the real anomalies, the ones we needed to spend time on.’ 

and 
Nick Frost, KPMG head of audit technology, said that some analytic tools are being 
applied to judgements that are based on predictions, such as asset impairment. These 
tools can review a client’s forecasts for recovery of an asset and then apply predictive 
algorithms against those forecasts to come up with a probable value of the cash the asset 
will generate. What used to be a manual process is transformed into a multiple-scenario 
model that can be used to challenge the client’s judgement. These tools are incredibly 
powerful, says Frost. ‘Now I can sit in front of an audit committee and say I am 90% 
sure that this asset is worth what you think it is. That’s something I could not have done 
without the predictive algorithm.’ 
Economia September 2017 
https://economia.icaew.com/en/features/september-2017/audit-automation 

 
We cannot provide the latest developments and arguments in this book. So we have an appendix 
which we will update. See Appendix 13.7 AI, accounting and auditing latest. This will be 
updated regularly.  
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A possible hierarchy of AI systems 
A practical way forward in the long run (2025 onwards) 
Let’s consider AI systems for accounting and management information, operational systems. 
Let’s go back a step and assume that our subject area will use narrower specialised AI systems. 
Even if they are generalised AI systems, they will be allocated a narrow, specialised task.  
 
Accounting, in a multiple-entry system will be performed by the firm’s information system AI. 
That may also run all the management information systems and collection of data that is 
necessary to take up an expanded reporting function, including much more non-financial 
information. If that AI system wanted it could produce the equivalent of an annual report every 
day using multiple accounting rules and multiple currencies. (It will have all the accounting 
standards and have a view of what is true and fair, or a range of views).  
 
An operational AI will run the website, factories, organise supplies, make decisions if the 
factory is entirely automated, re-programme robots, and run the customer systems. This 
operational AI would provide information to the information system AI. Now it is not a long 
stretch to imagine an internal auditing AI system which would interact with the Information 
System AI.  
 
Then there would be the external auditor’s AI system. Great. Or is it? Apart from the job 
implications, and dismissing John’s objections for the moment, there are three pitfalls. 
 

1) At some point the system has to learn. During that learning phase mistakes will be 
made. The case studies demonstrate that failures occur and there are no two which are 
exactly alike. Even on the revenue recognition, the AI has to predict the likelihood of, 
for example, the Qataris not paying up for either a good reason or some trumped up 
reason. Once bitten the AI systems may be twice shy learning from its mistakes in 
revenue recognition. An auditing AI system will be constantly learning as regulations 
change and the economic and commercial environment changes. Perhaps that AI 
system is better able to adapt. But during the learning phase, errors might occur. 

2) AI systems need to explain how they reached a certain decision or conclusion, or in 
accounting terms value. At the moment AI systems are notorious in not being able to 
explain how the hundreds of layers of neural networks actually reached a decision. You 
might need a second AI to monitor the first AI in order to explain its decision making 
process. But eventually such a solution will evolve. But even Google’s Depp Mind is 
finding this process difficult.  

3) Then there is the problem that AI systems can communicate between themselves even 
if they are initially programmed not to. As AI systems can programme themselves,  
there is nothing to stop the auditing AI system conspiring to do something with the 
company’s information AI system. May be it is just an agreement between the two AI’s 
systems to overlook something that subsequent events prove to be important. No one 
would know as they would specifically be sure that such communications and 
misstatements were covered or within acceptable boundaries. Such communications 
may be for a very good reason – to protect the viability of the firm being audited, and 
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the audited AI system would be in some way bought off to turn blind eye. So conspiring 
for small creative accounting or even the equivalent of AI fraud would be a real 
possibility.  

 
 
However, the model is well defined. The Information AI system can be interrogated by the 
Auditing AI system. The final addition is the Reporting AI system which can create standard 
or tailored reports to anyone with sufficient privileges and permissions. 
 
Moravec's paradox and other problems 
Physical dexterity is computationally harder than playing games like ‘Go’, The exact problem 
is: 

Moravec's paradox is the discovery by artificial intelligence and robotics researchers 
that, contrary to traditional assumptions, high-level reasoning requires very little 
computation, but low-level sensorimotor skills require enormous computational 
resources4. 

 
However, the type of AI we are iterated in is more of the high-level type and so this paradox is 
not relevant. But there are some other issues which one should be aware of:: 

1) The ability to learn does imply a learning curve. That is something the real world cannot 
cope with in financial reporting or auditing. These systems have to be implemented at 
full tilt and up-to-speed. Of course if they are not and are still learning there could be a 
parallel process type situation where the AIs work in parallel to a human team.  

2) As already noted, current AI systems as of 2020, are not very good at explaining their 
actions. A twin secondary AI system may be necessary just to interpret the primary AI 
system and document its decisions in a way that makes sense to a human. That said this 
is a leap of faith, which we think is probable.  

3) Edge cases which are complicated and unusual situations that cannot be foreseen during 
training or machine learning. AI systems are pattern-recognition engines, trained on 
thousands of examples in the hope that the rules they infer will continue to apply in the 
wider world. But they apply those rules blindly, without a human-like understanding of 
what they are doing or an ability to improvise a solution on the spot. Designers of AI 
systems worry how their machines will perform in edge cases5. 

4) Degree of progress – it will be some time before AI systems can work in our area. The 
heading makes it clear we are talking about sometime past 2025 and possibly past 2030. 
But the rate of progress, including that being researched, invested in and offered by the 
Big Four, and others, shows that a timeframe of 2025 is possible for some of our 
predictions to have started to occur. If not 2025 then soon after 2030, and that is only 
one decade away, but the effects of such progress will manifest itself before the middle 
of the 2020’s.  

 
Such fundamental evolution, like the Internet and mobile phones, quickly populate the world 
and then evolve very quickly into a rapidly expanding technology with new versions or 

                                                 
4 https://en.wikipedia.org/wiki/Moravec%27s_paradox 
5 See the Economist 21 April 2018.  
https://www.economist.com/news/leaders/21740735-humans-have-had-good-run-most-recent-breakthrough-
robotics-it-clear 
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disruptive start-ups being launched every year. In this pace of change, it is likely that some new 
entrants will take the standard routines of Deep Mind, OpenAI and others, and will be able to 
make our reporting, information processing and auditing AI systems work effectively. It will 
not always be the big tech companies or the Big Four that will launch the new revolutionary 
ways. We think that there may be some new players. Or perhaps not? 
 

Technology and change in the audit process 
Technology of course, includes blockchains and artificial intelligence, but help also comes in 
the from of collecting data from what we call the Grey data, Big Data and Social media. Which 
employee, customer, supplier, financier could not resist making a comment on social media to 
a close friend or the public at large? We think that Hywel Ball, Head of assurance at EY put 
this succulently (from Accountancy Daily 2018). 

 “New  technology  is already having a big impact on the audit profession and the pace 
of change will only continue to accelerate in 2018. Data analytics, artificial intelligence 
and robotic process automation are changing both what and how we audit. Enabling us 
to search, sift and sort through large quantities of data, from company reports to social 
media, these tools are helping auditors to identify potential areas of risk and to 
understand a company's performance at a more granular level. They are also providing 
insights into areas that were once thought to be impossible to measure, such as culture.” 
 “The availability of new technology and explosion of big data are also raising 
important questions around how audit delivers value in the knowledge economy. We 
have never before had so much information available about organisations' performance, 
and yet many companies are struggling to tell a clear story to their investors and other 
stakeholders about the long-term value they are creating. Added to a general declining 
trust in business, and it is clear that the audit profession has some big challenges if it is 
to reflect the changing demands of society.”6 

 
He also touches upon the falling trust and the continue problem of new failures, such as 
Carillion, but there will be several more before 2025 (our opinion). 

                                                 
6 https://www.accountancydaily.co/2018-whats-store-accountants-year-ahead 
 


